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runtime, the data profile of the 
current data input can be 
leveraged to determine if a 
suitable hardware coprocessor 
is available for any of the 
application’s tasks, and will 
adapt the execution of the 
combined hardware/ software 
implementation to use those 
coprocessors whenever 
possible. If a suitable 
coprocessor is not available, 
the software implementation 
will be utilized instead. For 
the system presented Figure 1, 
consider three different 
instances of incoming data 
that need to be processed, 
where the data profile for 
these distinct data inputs are 
indentified as Profile K, Profile P, and Profile Q. If the incoming data is identified with Profile K, only 
Task C can be accelerated using the hardware coprocessor, indicating that all other tasks will be 
performed in software. On the other hand, for Profile P, hardware coprocessors are available for all tasks 
within the applications, providing the best possible performance. In addition, both Profile K and Profile P 
have the same data profile for Task C, and can utilize the same hardware coprocessor. Finally, in the case 
of Profile Q, although hardware coprocessors are available for Task E, the hardware coprocessor needed 
for this profile maybe different from the coprocessor needed for other profiles.  

Implementing such a data-adaptable solution using traditional hardware based implementations – 
such as ASICs – is infeasible due to the combinatorial expansion of hardware coprocessors. Instead, our 
proposed data-adaptable approach will utilize field-programmable gate arrays (FPGAs) to provide a cost 
effective and rapid implementation platform. FPGAs are inherently flexible because an FPGA can be 
dynamically reconfigured at runtime, either in its entirety or partially, to implement several different 
hardware circuits. Dynamic reconfigurability enables the same FPGA device to implement multiple 
hardware circuits simply by loading the corresponding hardware configuration into the FPGA. Thus, 
FPGAs are perfectly suited for our proposed data-adaptable implementation as the FPGA can be 
dynamically reconfigured based on the data profile of the incoming data.   

Importantly, it is the complexity of highly configurable applications that prevents the system 
designer from developing this data/profile reconfiguration strategy by hand. Given the combinatorial 
complexity of highly configurable applications, a designer would likely resort to ad hoc methods to cover 
the entire data profile space of interest. Our objective is to automate this profile space coverage through 
the specification of the configurable data and design parameters, and allow synthesis of 
hardware/software configurations that have the strength of hardware point solutions, with the flexibility to 
reconfigure themselves for optimal performance based on the incoming data stream. 

2. Background and Related Efforts 
In the last decade, we have witnessed dramatic increases in performance of computing systems, achieved 
through increasing clock frequencies and advances in multicore designs. Historically, this need for 
increased performance was primarily enabled by increases in processor frequencies with each technology 
generation. Recently though, increases in processor frequencies have stagnated due to difficulties in 
managing heat dissipation and power consumption. Hence, the need for new computing technologies 
capable of meeting the performance demands of current and next generation applications is paramount.  

Figure 1: Overview of data-adaptability, in which the data profile of the 
incoming data determines which hardware accelerators, if any, can be 

utilized for to speedup the performance for the current data profile.  
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Cyber-Physical Systems

• Fundamentally: Communication + Computation + Control
• Characteristics:

– Physical and Software are intertwined
– System operates an different spatial and temporal scales
– Distributed computation and actuation---not just distributed sensing

• The Upshots
– Exponential growth in complexity/expense/development

• In many cases, certification effort is greater than 50% of total cost!!
– Unpredictability or EPIC FAIL when used outside of conservative design
– Advancements in a particular problem seldom give insight into other 

problems in the domain of CPS
• Open problems

– Composition, robustness, dependability, certifiability, complexity, uncertainty 
management, abstractions, tools...
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Example Use Case for a CPS Domain-Specific Modeling Language
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(a) Trajectory of recapture attempts: x and z shown.
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(b) Trajectory of recapture attempts: θ shown.

Fig. 7 Two attempts to capture the glideslope from two initial positions: in the trajectory starting further towards the left
the glideslope is reachable, in the trajectory towards the right it is not reachable and the aircraft misses the landing target
at the origin.
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which are direct generalizations of the desired angle func-
tion given in (15). From (9), it follows that our feedback
controllers are given by
PI(x) = −U1

maxΓ�(θ − θ�
d(x)) (27)

QI(x) = −U2
maxΓ�(ψ − ψ�

d(x)) (28)
where θ�

d and ψ�
d are the desired angle functions given in

(25) and (26). These control laws are a direct generaliza-
tion of the one given in (16).

Control Law II-3D: We can generalize the proportional
controller given in (18) to a three dimensional controller.
In other words, our desired angle functions are given by
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ψd(x) = −(x2 − tan(ψG)x1) + ψG (30)
From this, and utilizing (12), we obtain the desired feed-
back control law:
PII(x) = −U1

maxΓ�(θ − Satθmax
� (θd(x))) (31)

QII(x) = −U2
maxΓ�(ψ − Satψmax

� (ψd(x))) (32)
where θd and ψd are given as in (29) and (30).

4 Reachability Calculations

The finite horizon backwards reach set G(t) is the set of
states from which trajectories arise that lead to some tar-
get set G0 after exactly a specified time t. If the system’s

dynamics include inputs, those inputs can be chosen to
drive the trajectories toward or away from the target
set; the interpretation of these inputs as either optimal
controls or worst case disturbances depends on the cir-
cumstance.

4.1 Encoding the Problem as a Reachable Set

Although we have already defined the glideslope as a
mathematical ideal, we have to define it also as a set
to which we want to test intersection. In the glideslope
recapture scenario studied here, we lightly abuse our no-
tation and denote the target set, G0, as a small set of
states at the end of the runway where the aircraft can
safely depart from the glideslope and accomplish a soft
touchdown with a flare maneuver.

G0 =






θG ∈ [2.85◦, 3.15◦],
ψG ∈ [−0.2◦,+0.2◦],
x2 ∈ [−100,+100] ft,
x3 ∈ [−15,+15] ft,
x1 = 0

(33)

It is appropriate to name this state G0 since it denotes
the desired glideslope angle, θG , and it represents the
desired value at some time, 0.

The control inputs (θ̇ and ψ̇) are chosen to drive tra-
jectories toward this set of safe states. The union of the
backwards reach sets over all time will therefore repre-
sent the controllable safe envelope, or the set of states
from which the aircraft can safely set up for a soft land-
ing.

In common with the generation of Lyapunov func-
tions for stability analysis, the reach set of a nonlin-
ear system is often impossible to determine analytically.
Depending on the type of dynamics and the presence
of inputs, there are many approaches to approximating
these sets; in this paper we adopt an algorithm based on
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the Hamilton-Jacobi (HJ) partial differential equation

(PDE) [12; 17]. We briefly recap some features of that

work, and modify some other features here. Most no-

tably, that work included competing input signals, while

here all inputs are seeking to drive the system to the tar-

get set. Also, the reach set described here is for a fixed

point in time t, while the reach set in previous work was

a union over all times s ∈ [0, t] (when necessary, we will

refer to such a union as a reach tube). These modifica-

tions simplify the presentation, and allow us to apply

some tricks to simplify the computational effort as well.

The target and reach sets are represented by an im-

plicit surface function ψsurf(x, t)

G0 = {x ∈ X | ψsurf(x, 0) ≤ 0},
G(t) = {x ∈ X | ψsurf(x, t) ≤ 0},

where X is some well-behaved configuration space; in this

case X = [0, 360
◦
)
2 × R3

and x =
�
θ ψ x1 x2 x3

�T
. Con-

struction of the implicit surface function ψsurf(x, 0) for

G0 is generally straightforward: there are simple func-

tions for common shapes such as circles, spheres, cylin-

ders, halfspaces and prisms, and the set operations of

union, intersection and complement become the point-

wise functional operations minimum, maximum and nega-

tion. For the target set (33), G0 is the intersection of eight

halfspaces (each of the four intervals has two endpoints),

and so ψsurf(x, 0) turns out to be the pointwise maximum

of eight simple linear functions. The separate treatment

of the x1 constraint in G0 is described below.

Calculation of the backwards reach set then reduces

to solving an initial value HJ PDE. Let the system dy-

namics be given by ẋ = f(x, u), where f is bounded and

Lipschitz continuous in x. Choose the input signal u to

drive trajectories toward G0 and assume that it is mea-

surable and bounded at each point of time u(t) ∈ U ,

where U is compact. Then the implicit surface function

ψsurf(x, t) for the backwards reach set G(t) is the solution

to the initial value HJ PDE

∂ψsurf

∂t
−H

�
x,

∂ψsurf

∂x

�
= 0, (34)

where

H(x, p) = min
u∈U

p
T
f(x, u) (35)

and the initial conditions ψsurf(x, 0) are defined as above.

For more details, see [12]; however, note that the HJ PDE

given there is for a reach tube calculation with compet-

ing inputs and is a terminal value PDE (time proceeds

backwards from t = 0).

Analytic solution of this nonlinear PDE is not usu-

ally possible; in fact, it often does not have a classical

differentiable solution at all. Fortunately, a well defined

weak solution exists, and numerical methods have been

designed to approximate it. The Toolbox of Level Set

Methods is a collection of such algorithms that runs in

Matlab and is available free of charge on the web [8].

For more information on level sets, please see the excel-

lent [13].

4.2 Computational Complexity

The biggest problem with such techniques is that they

fall prey to Bellman’s “curse of dimensionality.” In the

case of the Toolbox, the state space is divided into a

Cartesian grid, so the computation and memory costs

grow exponentially with dimension. In practice systems

of dimension 1–3 can be studied interactively on a desk-

top, systems of dimension 4–5 require long periods on a

well equipped machine, and systems of dimension 6+ are

impractical.

Consequently, when studying the reach set of sys-

tems we work hard to reduce the dimension of their state

space. In the case of the glideslope recapture problem,

it turns out that we can capture the important features

of the full five dimensional system by solving two PDEs

in only two spatial dimensions. The two tricks for di-

mensional reduction outlined below may prove useful in

other reach set calculations.

4.2.1 Distance and Time

The first trick makes use of the fact that we are not ac-

tually interested in the reach set at any particular time,

since we do not usually know the exact time until touch-

down. A more useful measure is the set of safe states (the

reach set) at a particular distance from the end of the

runway (a state which is assumed known). While this in-

formation is available from the reach tube, it seems like

a waste to calculate with a temporal variable which will

then be discarded. Fortunately, for this particular sys-

tem the dynamics of x1 are monotonic in time, because

θ, ψ ∈ (−90
◦
,+90

◦
) and thus

ẋ1 = fx1(x, u) = fx1(x) = v cos ψ cos θ > 0.

Furthermore, the dynamics of all variables are indepen-

dent of x1. Therefore, we can substitute x1 for our time

variable in the PDE and reduce the spatial dimension

of the problem by one [7]. Let x̃ =
�
θ ψ x2 x3

�T
be the

reduced state dimension and ˙̃x = f̃(x̃, u) be the reduced

dynamics (simply remove the x1 component). Solve (34)

with

H(x̃, p) = min
u∈U

p
T
f̃(x̃, u)

fx1(x̃)
(36)

instead of (35). The result ψsurf(x̃, t) is an implicit sur-

face representation of the reach set at x1 = t. Simple

implementation of this change of variables is also the

reason why the target set’s dependence on x1 in (33) is a

point rather than a range—in this case, the target set is

still represented by only the initial conditions ψsurf(x̃, 0)
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#define #include
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(a) A queue of p1 . . . pN planes coming in to land, with glideslope θG .
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(b) Departure of aircraft pi from the glideslope, as requested by ground control.
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(c) Recapture of aircraft pi to the glideslope, using the recapture controller according to the Pnext

formulation.
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(d) Aircraft pi uses the “go-around” control law, and circles back into the landing set.

Fig. 2 Initial departure from the glideslope by pi (Fig. 2(b)), and possible maneuvers if the “Land” command is given by
the ground once significant departure from the glideslope has taken place (Fig. 2(c) and Fig. 2(d)). Each of these is shown
in the x, z plane for ease of understanding, though planes which vector-off are generally directed out of this plane by some
angle ψvec.
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Modeling of Embedded Human Systems

• Results:
– Decision protocol language can generate MATLAB code that plugs into 

existing continuous reachability toolbox
• Anticipated Results:

– Certify protocols for robustness to decisions under latency
– Identify weaknesses in a protocol due to overlap of decision points
– Incorporate protocol rewriting algorithms based on human factors results
– Develop algorithms for finding initial conditions to test a protocol with a 

human in the loop, based on identified weaknesses 
• Collaborations: C. Tomlin (UC Berkeley), I. Mitchell (UBC)

3

A scenario: cooperating vehicles
with human controller in the loop

Cooperation protocol expressed
in a visual modeling language.

Zone overlap 
indicates multiple
safe and unsafe 
decisions

Every mode has its unique
zone of safety, based on vehicle 
parameters and control laws

Synthesis
of software

Actions of human 
are received events 
in the protocol.
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Accomplishments	  to	  date	  extend	  an	  exis1ng	  scenario	  from	  previous	  research:	  refueling	  an	  unmanned	  vehicle	  that	  is	  controlled	  by	  a	  ground	  sta1on	  operator.

We	  have	  developed	  an	  integrated	  modeling	  language	  through	  the	  Generic	  Modeling	  Environment	  (GME,	  from	  Vanderbilt	  University)	  that	  represents	  decision	  protocols	  for	  this	  embedded	  human	  system.	  
The	  protocol	  explains	  how	  the	  vehicle	  will	  react	  to	  certain	  ground	  sta1on	  commands,	  such	  as	  commands	  to	  transi1on	  to	  the	  next	  state,	  etc.	  Based	  on	  the	  behaviors	  in	  each	  state,	  con1nuous	  reachability	  
analysis	  can	  be	  performed	  already.	  Our	  tool	  integrates	  these	  individual	  reachability	  calcula1ons	  in	  a	  unique	  way,	  to	  compare	  the	  current	  state	  of	  the	  vehicle	  to	  the	  safe—and	  unsafe—regions	  of	  the	  
con1nuous	  state	  space	  of	  poten1al	  discrete	  states.

With	  this	  formula1on,	  we	  can	  now	  extend	  this	  language	  to	  analyze	  exis1ng	  protocols	  for	  weaknesses,	  using	  criteria	  we	  will	  determine	  in	  future	  work.	  Some	  candidate	  examples	  include	  discovery	  of	  the	  
largest	  latency	  that	  this	  protocol	  will	  support,	  or	  the	  amount	  of	  overlap	  of	  unsafe	  and	  safe	  zones	  that	  is	  permiMed	  for	  these	  maneuvers.

A	  Fully	  Autonomous	  Controller
-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐
Let’s	  say	  that	  the	  system	  controller	  is	  fully	  autonomous.	  Then,	  the	  state	  machine	  shown	  would	  contain	  only	  state	  informa1on	  relevant	  to	  the	  UAV.	  A	  scenario	  might	  be,	  “start	  in	  state	  one,	  and	  transi1on	  to	  
state	  2.	  Wait	  for	  a	  few	  seconds,	  then	  transi1on	  to	  state	  3.	  Wait	  a	  few	  seconds,	  then	  transi1on	  to	  state	  4…”	  With	  the	  tools	  we	  developed	  so	  far,	  there	  are	  verifica1on	  problems	  that	  we	  can	  address,	  such	  as	  
minimum	  1me	  to	  complete	  a	  maneuver	  in	  fully	  autonomous	  mode.	  All	  events	  in	  this	  model	  are	  “State-‐based	  Events.”

An	  Embedded	  Human	  Controller
-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐
If	  the	  system	  requires	  human	  interven1on	  to	  approve	  messages	  or	  react	  to	  changing	  condi1ons,	  then	  the	  state	  machine	  must	  now	  contain	  human	  input	  informa1on	  (aka,	  “Human	  Operator	  Events”).	  The	  
coopera1on	  protocol	  (shown)	  encodes	  such	  informa1on,	  by	  ensuring	  that	  to	  leave	  certain	  states,	  a	  human	  must	  send	  a	  message.	  Complica1ons	  arise,	  when	  more	  than	  one	  message	  can	  be	  sent,	  or	  when	  
the	  same	  message	  may	  apply	  to	  more	  than	  one	  state.	  However,	  there	  are	  s1ll	  some	  transi1ons	  respond	  to	  “State	  based	  events”	  (such	  as	  “when	  you	  arrive	  in	  this	  area	  of	  the	  state	  space,	  wait	  for	  further	  
instruc1ons).	  This	  hybrid	  approach	  permits	  the	  embedded	  human	  to	  focus	  only	  on	  the	  commands	  that	  need	  human	  interven1on,	  and	  leave	  the	  low-‐level	  autonomy	  up	  to	  the	  autonomous	  por1on	  of	  the	  
system.

The	  Model	  of	  the	  Embedded	  Human’s	  Behavior
-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐
In	  our	  future	  work,	  there	  is	  another	  state	  model,	  which	  will	  consider	  the	  human	  behavior	  more	  formally.	  The	  ac1ons	  produced	  by	  this	  model	  translate	  into	  the	  “Human	  Operator	  Events”	  received	  by	  the	  
coopera1on	  protocol.	  (More	  informa1on	  shown	  on	  slide	  8).

Sample	  of	  execu1on	  for	  the	  embedded	  human	  system	  (this	  clearly	  has	  elements	  from	  the	  work	  in	  progress,	  but	  we	  treat	  it	  as	  an	  expected	  result):
-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐-‐
There	  are	  two	  defined	  state	  machines:	  (1)	  the	  coopera1on	  protocol	  (shown	  above)	  and	  (2)	  the	  embedded	  human’s	  behavior	  model	  (the	  work	  in	  progress).	  In	  State	  1,	  the	  UAV	  will	  stay	  in	  its	  target	  
neighborhood	  un1l	  receiving	  an	  event	  from	  the	  embedded	  human.	  The	  human	  behavioral	  model	  checks	  to	  see
	  *	  how	  many	  decisions	  can	  I	  make
	  *	  what	  decision	  (if	  any)	  am	  I	  being	  asked	  to	  make?
	  *	  what	  informa1on	  is	  provided	  for	  me	  to	  observe
	  *	  what	  1ming	  constraints	  (if	  any)	  exist	  on	  my	  decision
This	  human	  behavioral	  model	  is	  actually	  a	  func1on	  of	  the	  coopera1on	  protocol	  (1).	  That	  is,	  depending	  on	  the	  topology	  of	  that	  protocol,	  more	  (or	  less)	  decisions	  may	  exist	  at	  certain	  1mes.	  Moreover,	  
depending	  on	  any	  global	  constraints	  that	  may	  exist,	  certain	  decisions	  may	  be	  removed	  from	  the	  UI	  presented	  to	  the	  embedded	  human,	  and	  are	  thus	  not	  included	  in	  that	  behavioral	  model.

State	  1	  (being	  a	  “sta1onary”	  state	  in	  the	  metamodel)	  can	  only	  be	  exited	  through	  a	  human	  operator	  event.	  The	  next	  state	  (called	  “Detach	  1”	  in	  the	  diagram)	  can	  be	  exited	  either	  through	  receipt	  of	  a	  human	  
operator	  event	  (fall	  back)	  or	  by	  arriving	  in	  the	  target	  set	  of	  State	  2.	  This	  paMern	  repeats	  itself,	  un1l	  the	  end	  of	  the	  protocol	  (as	  currently	  designed).

Now,	  we	  can	  apply	  our	  work	  from	  Year	  1	  that	  looks	  at	  the	  safety	  in	  certain	  zones	  of	  the	  statespace	  of	  certain	  decisions,	  from	  the	  perspec1ve	  of	  the	  1me	  it	  takes	  to	  make	  decisions.	  Protocols	  like	  the	  one	  we	  
designed	  (where	  the	  human	  operator	  has	  essen1ally	  limitless	  1me	  to	  make	  a	  decision	  from	  each	  sta1onary	  state)	  will	  be	  robust	  to	  long	  decision	  making	  1mes.	  However,	  there	  will	  be	  some	  occasions	  where	  
the	  1me	  to	  make	  the	  decision	  (combined	  with	  the	  latency	  of	  the	  network)	  may	  be	  near	  the	  1me	  that	  was	  used	  to	  check	  the	  safety	  of	  decision	  making.	  We	  expect	  to	  examine	  protocols	  from	  these	  
perspec1ves	  generically,	  by	  permidng	  users	  to	  design	  their	  own	  protocols,	  and	  then	  perform	  some	  analysis	  similar	  to	  what	  we	  describe	  before.
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“whiteboard” model

6
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UAV Moving (wrt Tanker) 

UAV Stationary (wrt Tanker)

UAV performing 
Fall-Back maneuver
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{x ∈ T45}
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Language constraints enforce a structured protocol design

• The metamodel (above) is used to 
generate a language for encoding 
transitions between discrete states

• “Moving” states must be next to 
“stationary” states, to permit 
embedded human control under 
latency

• Moving states have “Fallback” 
maneuvers, to transition to safety if 
commanded by the human

5

“Moving” state

“Stationary” state

“Fallback”
maneuver
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Significant	  work	  has	  been	  performed	  to	  encode	  the	  decision	  protocol	  of	  an	  embedded	  human	  in	  a	  formal	  language	  that	  can	  generate	  design	  ar1facts.	  

The	  toolchain	  flow	  is:	  (1)	  development	  of	  a	  decision	  protocol	  metamodel,	  to	  generate	  the	  decision	  language,	  (2)	  construc1on	  of	  exis1ng,	  known	  protocols	  in	  this	  language,	  (3)	  synthesis	  of	  MATLAB	  code	  that	  
plugs	  into	  an	  exis1ng	  con1nuous	  reachability	  tool,	  namely	  Ian	  Mitchell’s	  Toolbox	  of	  Level	  Set	  Methods.

Important	  features	  of	  the	  current	  language	  for	  coopera1ve	  maneuvers	  include:
	  *	  individual	  control	  preferences	  for	  each	  state
	  *	  states	  where	  rela1ve	  mo1on	  is	  ‘0’	  (sta1onary)	  must	  be	  “between”	  states	  with	  rela1ve	  mo1on
	  *	  structure	  of	  language	  permits	  the	  synthesis	  of:
	  	  **	  configura1ons	  for	  the	  level	  set	  toolbox
	  	  **	  automated	  simula1ons	  of	  the	  en1re	  maneuver
	  	  **	  genera1on	  of	  simulator	  that	  takes	  user	  input	  (user	  can	  press	  buMons	  for	  events	  between	  states)
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Code synthesis: additional design features are generated

6

“Moving” state

“Stationary” state

“Fallback”
maneuver

Every state has its own 
control law, and its own 
safe, and unsafe, set.

Only permit transition, if not in the 
unsafe zone of the destination state.

Automatically transition, if in the 
target zone of the destination state.

• Design features in red boxes are synthesized by the 
modeling language, as “design preferences”

• Depending on controller and vehicle parameters, 
there may be overlap of potential destination states

• Alternate design preferences are underway in current 
effort
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This	  graph	  shows	  an	  arbitrary	  maneuver	  step.	  The	  language	  encodes	  all	  the	  \sigma_{i+1}	  events,	  which	  are	  commands	  from	  the	  operator	  to	  ini1ate	  the	  transi1on	  to	  the	  next	  state.

The	  red	  boxes	  in	  the	  graph	  are	  highlighted	  to	  show	  that	  a	  global	  design	  preference	  can	  add	  more	  informa1on	  to	  the	  graph.	  For	  example,	  “do	  not	  enable	  this	  transi1on	  if	  we	  are	  in	  a	  KNOWN	  UNSAFE	  set	  of	  
the	  next	  state.”	  Since	  the	  language	  constraints	  us	  to	  be	  in	  a	  “sta1onary”	  state	  (i.e.,	  rela1ve	  mo1on	  of	  0	  between	  the	  vehicles)	  before	  we	  begin	  to	  move,	  we	  are	  always	  safe	  if	  we	  stay	  in	  that	  state,	  and	  the	  
other	  vehicle	  stays	  within	  its	  assumed	  opera1onal	  envelope.

Another	  design	  preference	  might	  be,	  “do	  not	  enable	  this	  transi1on	  if	  we	  are	  not	  within	  the	  KNOWN	  SAFE	  set	  of	  the	  next	  state”.	  We	  are	  exploring	  these	  alternate	  design	  preferences,	  and	  global	  preferences	  
for	  them,	  as	  our	  ongoing	  work.
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The search for design weaknesses

• Consider the scenario at left, where 
the UAV is trying to get to Zone 3

• Available commands are Command 3, 
and Escape 1

• Executing Command 3 would violate 
the MSI

• Execution of Escape 1, and then 
Command 3, is appropriate

• However, note that “Unsafe for 
Command 3” and “Capture for Zone 3” 
are not mutually exclusive: this is a 
weakness in the existing design, and 
should be addressed!!!

• We are working on automation for 
detecting weaknesses such as these

7

Unsafe zone
for command 3

Capture zone
for command 3 Unsafe zone

for escape 1

This plot generated through work in collaboration with 
J. Ding, C. Tomlin, and S. Sastry of UC Berkeley

Destination 
Zone 3

Minimum Separation 
Infringement (MSI)
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This	  represents	  a	  case	  where	  a	  UAV	  is	  issued	  a	  direct	  command,	  which	  is	  “Go	  to	  Des1na1on	  Zone	  3”,	  while	  out	  of	  posi1on.	  This	  might	  be	  the	  result	  of	  a	  long-‐delayed	  message,	  or	  operator	  error.	  The	  problem	  
is	  that	  if	  the	  UAV	  ini1ates	  this	  maneuver,	  then	  it	  will	  violate	  the	  Minimum	  Separa1on	  Infringement	  (MSI)	  boundary	  around	  the	  tanker.

This	  situa1on	  is	  the	  kind	  of	  situa1on	  we	  are	  exploring:	  what	  happens	  when	  strange	  messages	  are	  received,	  or	  when	  a	  received	  message	  will	  result	  in	  known	  viola1ons	  of	  safety	  constraints.	  We	  examine	  this	  
par1cular	  scenario	  because	  it	  is	  an	  extreme	  example.

There	  are	  a	  few	  important	  things	  to	  note:
	  1)	  The	  unsafe	  zone	  for	  command	  3	  (the	  zone	  in	  which	  we	  MIGHT	  intersect	  with	  the	  MSI	  region	  in	  bounded	  1me,	  under	  a	  pathological	  behavior	  by	  the	  tanker)	  is	  very	  large.
	  2)	  The	  unsafe	  zone	  for	  escape	  1	  (the	  zone	  in	  which	  we	  WILL	  intersect	  with	  the	  MSI	  region	  in	  bounded	  1me	  if	  we	  issue	  that	  command)	  reflects	  that	  control	  law’s	  behavior	  of	  “TURN	  RIGHT,	  NOW”
	  3)	  The	  capture	  zone	  for	  command	  3	  (the	  zone	  in	  which	  we	  WILL	  converge	  on	  our	  des1na1on	  zone	  3	  in	  bounded	  1me	  1me)	  INTERSECTS	  with	  both	  the	  previous	  zones,	  but	  it	  is	  not	  a	  subset
	  4)	  The	  available	  behaviors	  for	  the	  UAV	  are
	  	  	  	  	  (a)	  sit	  s1ll
	  	  	  	  	  (b)	  escape	  1
	  	  	  	  	  (c)	  command	  3

Aper	  offline	  analysis	  by	  a	  human	  expert,	  it	  is	  clear	  that	  this	  zone	  overlap	  is	  a	  weakness	  in	  the	  design.	  Our	  goal	  is	  to	  automate	  this	  discovery,	  and	  perhaps	  generate	  new	  control	  op1ons	  that	  mi1gate	  this	  
design	  weakness,	  or	  recommend	  to	  the	  designer	  op1ons	  such	  as	  set	  subtrac1on	  (where	  the	  overlap	  of	  sets	  removes	  any	  chance	  of	  ambiguity).	  Alterna1ves	  include	  genera1ng	  a	  simula1on	  where	  the	  ini1al	  
condi1ons	  are	  IN	  THE	  INTERSECTION	  OF	  THESE	  SETS	  in	  order	  to	  aMempt	  to	  discover	  whether	  embedded	  human	  operators	  appropriately	  determine	  that	  certain	  commands	  are	  unsafe.	  This	  ongoing	  work	  will	  
generate	  algorithms,	  and	  interfaces	  for	  the	  integra1on	  of	  human	  factors	  experts	  in	  other	  efforts.
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Design tradeoff: DSME Synthesizes Controller Visualization
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What state am I in?

Connections with Human Behavior Modeling

8

Cooperation
protocol

Embedded Human
Model of Behavior

“Events” in the cooperation protocol
are “actions” from the human model.

Time-delay for a human to produce 
actions will impact the safety and 
effectiveness of the protocol design.

Depending on the topology of the 
cooperation protocol, the time-delay 
might be greater for the human, in 
terms of deciding correctly.

In future years on this effort, validation techniques will also look at the time it takes for humans to make 
decisions. This will use known results from human behavior modeling, and also estimate what human 
behavior models will be, based on the structure of the cooperation protocol.

If a state has several different potential actions by a human, then the human behavior 
model will be different when responding to that state, than in other states.

I’m in state 1…
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Using	  a	  separate	  state	  machine	  (from	  the	  coopera1on	  protocol),	  we	  are	  working	  on	  expressing	  the	  human	  behavior	  as	  well.	  We	  are	  not	  yet	  decided	  whether	  we	  should	  integrate	  cogni1ve	  modeling	  tools	  
such	  as	  ACT-‐R	  in	  this	  effort,	  or	  whether	  we	  should	  simply	  define	  human	  decisions	  as	  taking	  1me,	  and	  being	  a	  func1on	  of	  the	  number	  of	  decisions	  that	  must	  be	  made,	  or	  data	  that	  must	  be	  processed	  to	  make	  
a	  decision	  (we	  may	  choose	  to	  have	  our	  own	  model	  first,	  and	  later	  interface	  with	  more	  sophis1cated	  tools).	  That	  second	  state	  model	  (aka,	  the	  human	  behavior	  model)	  will	  then	  produce	  the	  events	  that	  
permit	  the	  UAV	  to	  transi1on	  to	  different	  modes.

Note	  that	  the	  image	  used	  for	  the	  Embedded	  Human	  Behavior	  Model	  in	  this	  slide	  is	  a	  repeat	  from	  the	  code	  synthesis	  slide	  of	  this	  deck;	  here,	  we	  use	  it	  to	  represent	  a	  state	  model	  of	  the	  embedded	  human’s	  
(not	  the	  UAV’s)	  behavior.

These	  human	  behavior	  models	  may	  be	  a	  func1on	  of	  how	  the	  coopera1on	  protocol	  itself	  is	  designed.	  For	  example,	  if	  there	  are	  20	  events	  that	  can	  be	  sent,	  the	  human	  behavior	  protocol	  will	  be	  more	  
complicated,	  as	  it	  should	  take	  into	  account	  1me	  to	  find	  the	  right	  buMon,	  press	  that	  buMon,	  etc.	  Having	  this	  model	  be	  generated	  from	  the	  coopera1on	  protocol	  is	  a	  goal,	  probably	  in	  our	  final	  year.
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Autonomous Ground Vehicles

• The following slides are joint work with Brandon Eames of Utah State 
University/Sandia NL

• For copies of the paper under review, please email me
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Time-sampled points, and vehicle simulation

15

y

x

x̂

ŷ

Model 1

Model 2

Model 3

• Model 1: Rigid body dynamics
• Model 2: Kinematic bicycle model
• Model 3: Ackermann four-wheeled model 

* Sample points not necessarily representative of models; points are exaggerated to show deviations in behavior.
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Be3 (quad core)Dimble (core2 duo)

Objective: Behavioral Differences--Test Methods to Minimize

• The goal of our experiment is to determine the robustness of a 
somewhat fragile cooperation between two data-driven components, 
capable of running on the same core, two different cores, or two 
different machines, when those components are deployed on various 
machines with various single or multicore processors.
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What ways are there to see fragility?

This discrete behavioral difference is akin to a condition 
number, that when accumulated over many different 
instances (from the same initial conditions) will indicate 
whether new hardware amplifies this fragility.
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Simulation hardware

1 2 4 8
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Basic simulation

y

x

x̂

ŷ

Model of Computation: 
Process Networks (PN)
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High Level Planner

• Produces a series of (intermediate) waypoints, to guide the vehicle to 
some location, and to be in a particular heading at that location

• Waypoints are not tracked, so each time highlevelplanner runs, it 
produces new waypoints for the vehicle

• Waypoints are calculated backward from the ‘next’ destination

w0

w1
w2

w3 w4
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Reminder: what does it mean to fail?

21

Success

Failure

If in 200 seconds we have not 
passed “dead man’s curve” then 
we are not going to make it past.
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Probability of Success (basic sim)

Number of runs n~=400

1 2 4 8
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Visualization across planned paths, and hardware
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One machine: lots of waypoints

24
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What’s the deal?

• Highlevelplanner runs TOO FAST!
• We are providing waypoints so fast that the local navigator goes 

unstable

dw1 >> dx

dx

dw1

dw2
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What is this, generically?

• We have some system where we have a “race 
condition” (no, not really, but...) that is exacerbated by an 
increase in the number of cores

• We see some functional (behavioral) difference, that is 
(somewhat) easily characterized

• Now:
– What strategies can mitigate this issue?
– Can we do this without changing existing code?
– What experiments should we run to show that it is working?
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Strategy: time triggering
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Time Triggered Models of Computation

• Do not depend on dataflow for firing rules
• Go to sleep, and wake up when they are fired (usually at some period, 

T )

• Can still lead to issues, if the start time is not consistent

28

c1 c1 c1 c1

T1

c1 c1 c1 c1

T1

c2 c2 c2 c2

T1 T1

T2 T2 T2
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Solution: Logical Execution Times

• Fix the scheduled time at which inputs are read, and outputs produced

• As long as the component begins and ends between the logical 
beginning and end of the LET, the behavior is deterministic

• These kinds of schedules are robust to new processors (which execute 
faster)

• Even lazy versions of this work fairly well

29

c1 c1 c1 c1

LET1

c2 c2 c2 c2

LET2 LET2 LET2 LET2

LET1 LET1 LET1
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Probability of Success (letsim sim)

1 2 4 8
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Comparison of simulation results

1 2 4 8
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All waypoints, LET simulation

32
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First waypoint, all machines

33
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Reminder: Basic sim, first waypoint, all machines

34
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Fundamentally: changes in timing affect message chattering

35
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Model Transformations : to the rescue!

36

GReAT rule to create buffer components for triggered input reading based on time-
triggered events. Note that the trigger scheduler is generated at the same step.

See Sprinkle, Eames, OOPSLA DSM 09
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Before and After

37
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A more complex model, with feedback

38
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Quickly: Riverine Environments

• Sensors upload bursts of information, sometimes as often as every 5 
minutes, sometimes as infrequent as once per day

• River flow model is built using work by A. Bayen's group at UC 
Berkeley for shallow water flow

• Vehicle control based on work by S. Martinez at UCSD
• Based on yesterday’s river flow, today’s optimization should enforce 

the direction of sensors that are still upstream
• Requires multiple timescales, and distributed computation, and 

embedded computation using (probably faulty) on-board sensors

39
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We are always looking for good graduate students.

http://ece.arizona.edu/
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