
Foundations for Co-simulation
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1 Problem Definition

Integration – the interconnection of the components that comprise a system – is
identified as a major source of problems [46, 47, 64, 66] in the concurrent develop-
ment of complex engineered systems. It is usually caused by assumptions about
other components of the system having to be made early in the development of each
component [2, 65]. For instance, the control unit of an Anti-lock Breaking System
(ABS) might be built assuming that the speed sensor’s output is in imperial units
when in fact it is in metric units.

Modelling and simulation techniques are used to mitigate these issues: models
of components are created [23] and simulated before any physical prototype is
built. Simulation can also be used to analyse the behavior of interacting models of
components: one might be interested in simulating not only the heat conduction
model across the brake disc, but also the whole Anti-lock Breaking System (ABS)
model, assumptions included. Different languages are used to model different
components [27]: fuzzy control rules [3] for the control unit of the ABS [63] and
partial differential equations for the heat conduction in brake pads [69]. The
simulation of interactions between models specified in different languages is an
open challenge [41], mostly done on a case-by-case basis, making it difficult to
reuse to other scenarios. To aggravate, specialized suppliers of components are
interested in protecting their Intellectual Property (IP) leading to the situation
were the simulation needs to be made without access to the full models [12].

Co-simulation is a technique to couple multiple simulators, each simulating a
single component, often seen as a black box, in order to perform simulation of the
whole system. The lack of information makes wrongly made assumptions harder
to detect. For example: mismatch between relative measures, different time scales,
different data representations (continuous time signals vs discrete events), differ-
ent physical units, non-causal dependencies between simulators [5], etc. Despite
this, co-simulation shortens development time and improves quality, as reported by
the industrial partners of the DESTECS project [17, 30, 60]. Due to its success,
many co-simulation frameworks are now available but most of them are hand-
coded point-to-point solutions that can couple two simulators. They restrict the
languages available for the development of complex systems. In Bosch, for exam-
ple, there are more than 100 different simulation tools [11]. The FMI [12] is an
attempt to standardize the representation of models and simulators but falls short
on capturing the interactions between these. In addition, the rapidly expanding
[1, 4, 7, 14, 16, 28, 33–35, 45, 53, 56, 59, 62, 67, 70] state of the art knowledge
cannot be easily reused in the development of new co-simulation frameworks [39].

There is a need to work on the fundamental techniques to couple simulators,
study the kind of information necessary and maximize reuse of the knowledge
scattered through the state of the art.
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2 Strategic Objective

Co-simulation is a very active research field, with many open challenges and co-
simulation frameworks available1. This project aims at reusing and contributing
to the fundamental techniques that are currently scattered through the state of
the art, promote its industrial adoption and enhance further research in this field.

A proven technique to maximize reuse is to study co-simulation scenarios as a
product family [55] and explicitly describe the techniques necessary to overcome
the challenges of each specific scenario [6].

Goal 1. I will apply domain engineering techniques to identify the commonali-
ties, variabilities and missing features across several co-simulation scenarios and
create a software product line for co-simulation scenarios supported by generative
techniques [26]. I will use formalisms to describe the fundamental techniques to
simulate the interactions between simulators in complex co-simulation scenarios,
laying the foundations of co-simulation.

Upon successful implementation of Goal 1, I will have a framework which I can
use to develop new analyses and optimizations.

Goal 2. I will extend the analyses for non-determinism [19], stability [61], cor-
rectness [37] and performance related optimizations [33], for complex co-simulation
scenarios.

The innovative aspects of this project are: (i) the explicit representation of
the fundamental behavior of complex co-simulation scenarios; and (ii) the appli-
cation and development of new sophisticated analyses that make the most of the
information available on each scenario.

This project will be developed at the Modelling, Simulation and Design Lab
(MSDL), internationally known for its experience in modelling, language and soft-
ware engineering, generative techniques and co-simulation. MSDL regularly collab-
orates with industrial partners such as The MathWorks, General Motors Research,
IBM Research and Siemens PLM Software (previously known as LMS Interna-
tional).

1At the time of writing, I have found 20 tools whose authors claim to perform co-simulation.
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3 Project Description

The high level goal of this project is to contribute to and reuse the fundamental
techniques used for co-simulation. For the reuse part, I draw on the already proven
[26] domain engineering techniques to implement a Software Product Line (SPL)
[55] using generative techniques. For the contribution part, I will explore new
co-simulation scenarios and the challenges that they pose. I will adapt current
analyses and optimization techniques for those scenarios and I will attempt to
make them applicable to any co-simulation scenario.

3.1 Background

To better understand how the tasks detailed in this section will help achieve those
goals I need to give some background knowledge.

Co-simulation is a simulation performed by coupling multiple simulators. Each
simulator is responsible for the simulation of one model. The result is a simulation
of the whole system as a set of interacting simulators.

A co-simulation scenario is minimally characterized by a set of simulators along
with their models and the data dependencies between them. The models and
simulators can be in some inaccessible (but executable) format such as a binary
file to protect Intellectual Property (IP). As an example, consider the topology
of the Anti-lock Braking System (ABS) illustrated in the top of Figure 1 and the
corresponding co-simulation scenario immediately bellow. In the example, for each
physical component there is a dedicated simulator and a model of that component
specified in some language. The arrows in the co-simulation scenario show the
data-flow between the simulators (e.g., the speed sensor simulator feeds data to the
control unit simulator, which in turn exchanges data with the hydraulic modulator
simulator). Notice that the models only exchange data with the corresponding
simulators. This is to illustrate the black-box nature of co-simulation.

The co-simulation scenario illustrated in Figure 1 only shows the simulators
and their dependencies. To actually execute the scenario much more information
is needed: a) names and types of the variables used by the simulators (e.g., the
current speed for the speed sensor simulator); b) time constraints of each simulator
(real/scaled time or analytic); c) location of the simulators (available at the local
system or at a remote location); d) the coupling mechanism used to control the
progress of the simulated time and to move and adapt data from one simulator to
the next (the simulators do not know each other); etc.

There are endless ways of implementing the concrete co-simulation scenario
and each approach requires certain capabilities of the participating simulators. For
instance, if the simulators cannot be moved to a single computer to be executed
(e.g., they are provided as a web service), then a distributed coupling mechanism
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Figure 1: High-level topological view of an Anti-lock Braking System (ABS) at
the top, corresponding co-simulation scenario and two possible implementations of
the coupling mechanism bellow.
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(see left branch of Figure 1) might be the only option. Otherwise, a centralized
coupling mechanism can be used (see right branch of Figure 1). Orthogonally, if the
simulators do not provide a way to subscribe to events that can occur during the
simulation, a client/server architecture such as the one advocated in the Functional
Mockup Interface (FMI) standard [12] might be the best solution.

Even with information of the capabilities of each simulator, the co-simulation
execution might still yield wrong results: suppose that the values given by the
speed sensor are in m/s but the control unit model assumes they are in km/h.
Not only does the names and types of variables matter, but also the physical units
in which they are expressed. With this information, the coupling mechanism can
adapt the values given by the simulated speed sensor to the values expected by the
simulated control unit or at least signal the incompatibility between them. This
is a simple instance of the semantic adaptation problem [16, 28, 51].

Another problem occurs when there is a circular dependency among the sim-
ulators, i.e., at a specific time instant, one simulator’s outputs depends on other
simulator’s outputs, which is turn depends, at the same instant, on the first sim-
ulator’s outputs. These circular dependencies are called algebraic loops [23] and
they emerge when multiple models, and their simulators, are coupled. The nature
and amount of information exposed about each model and simulator plays a key
role in deterministically and accurately executing a co-simulation scenario that has
algebraic loops [19].

An important part of that information is the nature of the dependency between
inputs and outputs (I/O) of the models. For instance, if a change in the input of
the hydraulic modulator model will immediately (at the same instant) affect its
output, then there is a direct feedthrough dependency between its output and its
input. If, on the other hand, there is a slight delay – e.g., a natural hydraulic
delay – between the change in the input and the reaction of the output, then
there is a delayed feedthrough dependency. This example also shows that these
dependencies change according to the level of abstraction of the model and hence,
regardless of the intellectual property protection of the model, they need to be
exposed. The dependency information was recognized as crucial and incorporated
as extra data in the version 2.0 of the FMI standard [13], allowing for algebraic
loops to be detected – not solved – across multiple coupled simulators.

When algebraic loops are present in a scenario, co-simulation frameworks can
reject it or they can try to solve the loops. It makes sense to reject because attempt-
ing to solve algebraic loops without extra information leads to non-determinism
and stability problems [19]. However, in the simulation of differential equations,
it is possible to solve algebraic loops with extra information about the fixed point
techniques to be used and how the initial values are computed, unless they are
unstable (i.e., no fixed point can be found) [22]. For the co-simulation domain,
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there is no study of what information is necessary to ensure that, in the face of
algebraic loops across simulators, a solution – a fixed point – can be found.

In summary, co-simulation inherits the challenges of hybrid and distributed
simulation [15, 22, 32, 41, 48, 71] and the challenges created by the limited infor-
mation exposure of the models and simulators to protect the IP of the suppliers.

3.2 Domain Engineering Tasks

This section details the tasks that will help accomplish Goal 1 introduced in Sec-
tion 2.

Due to the advantages of co-simulation [17, 30, 60], a plethora of co-simulation
frameworks are now available. To the best of our knowledge, there are at least 20
tools which claim to perform co-simulation. However, most of these tools, even the
ones taking advantage of the FMI standard, are point-to-point solutions coupling
two simulators [11]. While these solutions work well for those scenarios, they
restrict the available languages for the development of a complex system, such as
a modern car, with more than 40 subsystems. Furthermore, the knowledge of how
to overcome the challenges of coupling different simulators cannot be easily reused
for the support of other scenarios, making this task cumbersome and redundant.

An example of this difficulty is reported in [39], where two new formalisms
– 20-Sim [18] and gCSP [29] – were integrated into the co-simulation framework
CosiMate 2. CoSiMate supports a wide range of formalisms – ModelSim [44], C,
SystemC [40], Simulink R©, StateMate [42] and SABER [25]. The authors had to
write two interfaces to allow the co-simulation of two specific models. Further-
more, based on that experience, the authors suggest that a generative approach to
generate the interfaces from any models conforming to one of the two formalisms
would make co-simulation less cumbersome [17].

I propose to apply domain engineering techniques to capture and reuse the
knowledge accumulated in the co-simulation domain by creating a Software Prod-
uct Line (SPL) [26] for co-simulation scenarios. To realize this, I will provide
an instrument to describe co-simulation scenarios. These descriptions, along with
other constraints, will contain enough information to automatically synthesize the
code that ultimately will execute the co-simulation. The method I will use is the
Feature Oriented Domain Analysis (FODA) [26], which can be broken down into
domain analysis, design and implementation tasks.

3.2.1 Domain Analysis

Task 1. Identify missing features in the state of the art. For this, I will study
the currently supported features in the state of the art, including industrial case

2http://site.cosimate.com/
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studies on co-simulation. The results of this study will be documented using a
feature model. A feature model intuitively groups the features required to exe-
cute co-simulation scenarios, their relations, and allows for the identification of
“gaps” in the groups of features. Figure 2 shows a preliminary feature model of co-
simulation scenarios. The features can be grouped into three categories: number
of different formalisms, number of simulators being coupled and the capabilities
of each of those simulators. The capabilities of each simulator are the information
exposed to the outside, rollback support, interaction mechanism, availability, IP
protection, time constraints imposed by the simulator, and step related features.
The missing features identified so far – Linearized model and Lumped model infor-
mation exposure – are highlighted. These represent the capability of a simulator
to expose a linearized or a lumped version of the model, both useful abstractions
to perform analysis and model checking. The capabilities of the simulators, along
with the formalisms and number of simulators dictate the kind and complexity of
a co-simulation scenario to be executed. The co-simulation scenario illustrated in
the top of Figure 1 is characterized by multiple simulators, multiple formalisms
(assuming fuzzy rules are being used for the control unit, partial differential equa-
tions for the brake pads and differential equations for the remaining components),
each simulator exposing only the I/O variable information, with no rollback sup-
port, passive interaction, local availability, full IP protection (provided as a binary
executable), unconstrained time and supporting fixed step simulation. Most of
these features are not explicitly depicted in Figure 1 for simplicity reasons, but
they must be part of the co-simulation scenario. The utility of missing features
will be measured by pitching them to companies.

Task 2. Study the state of the art and identify the non-functional requirements
for the execution of co-simulation scenarios. The non-functional requirements are
desired qualities of a co-simulation execution. Through my preliminary studies,
I have found that the main non-functional requirements are efficiency, accuracy,
parallelism and fault tolerance.

Task 3. Study the interactions among the features and non-functional require-
ments identified in the previous tasks. These interactions can be depicted directly
in the feature model, as prescribed in [49], but for improved readability I show
them in Table 1. In the table, the green color (happy face) represents coopera-
tion, the red color (sad face) represents a tradeoff or competition. As an example,
if a simulator supports rollback, then its accuracy is higher, hence the accuracy
of the overall co-simulation will be higher. This is because rollback capabilities
can be used for accurate zero crossing detection (state events) through iterative
methods such as Newton’s or bisection methods [21]. This preliminary table is
symmetric but that is not necessarily the case. By observing how the information
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Figure 2: Preliminary feature model of co-simulation scenarios in the state of the
art.

exposure affects the other features and non-functional requirements, one can easily
see why co-simulation is a difficult challenge: the less information is available, the
more difficult it becomes to perform accurate, efficient co-simulation of scenarios
containing many simulators in different formalisms. Information is key.

Task 4. Classify the state of the art co-simulation frameworks using the feature
model and non-functional requirements found. For instance, a co-simulation frame-
work which relies on the FMI 2.0 standard for the representation of the models
and corresponding simulators (e.g., [1]) will not be able to support dynamic I/O
dependency information, remote availability, linearized version of the model or the
lumped model information exposure. There is a need to enable exposition of this
information to increase accuracy and efficiency in some co-simulation scenarios.

Task 5. Adapt the feature model so that it can be used to describe co-simulation
scenarios. The feature model developed in Task 1 has limited expressivity be-
cause it does not allow for the description of the capabilities of each individual
simulator in a co-simulation scenario. A possibility to implement this task is to
develop a Domain Specific Language that is derived from the feature model [68].
The concrete syntax of this language might resemble the co-simulation scenario
shown in Figure 1 and will be based in the language developed in [54], with the
extra information about each simulator in separate textual or graphical forms. Re-
gardless of how the scenario will be described, it must be possible to express the
missing feature such as varying levels of information exposure of each simulator.
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This will enable the validation of scenarios as well the detection of contradicting
non-functional requirements based on the experience gained from Task 3. This
task will be validated by describing a set of co-simulation scenarios typically used
in the industry [33], the power window system [28] and those provided by Siemens
PLM Software.

3.2.2 Domain Design

Task 6. Define the generic architecture used to execute all co-simulation scenarios.
This work will be based on what was already defined in the FMI 2.0 standard [13]
for the representation of models and simulators but will allow for the description
of the extra information about the simulators and models. This will leverage all
the tools that already support FMI and might provide input for future versions of
the standard.

Task 7. Describe explicitly the fundamental techniques to execute the interactions
between the simulators, synchronize time, semantic adaptations, etc. . . To make
these descriptions I will need to define a formal language. This language should
allow the following items to be described for each specific co-simulation scenario:
(i) concrete coupling mechanism to be used (centralized or distributed); (ii) which
time advance policy will be used (Gauss–Seidel as is done in [1], or Jacobi type
as done in [59, 61]); (iii) which synchronization algorithm will be used (e.g., the
classical or canonical algorithm as done in [36] or a more optimistic rollback based
one, described in [38]); (iv) and the semantic adaptations needed (zero-order or
first-order hold, unit conversion, . . . ) To deal with the rapidly expanding number
of techniques, this language should include extensibility mechanisms such as ab-
stract and modular concepts, as recommended in [58]. The starting point to build
this language is to use the concepts introduced in [51] to describe the semantic
adaptations and the ones used in [61] to describe the synchronization. The valida-
tion of this task will be done by describing the techniques required to execute the
scenarios described in Task 5.

3.2.3 Domain Implementation

Task 8. Implement the automatic translation that takes co-simulation scenario
descriptions as done in Task 5 to descriptions specified in the language developed
in Task 7. The challenge of this task is to make the most of the information
available about each simulator to create multiple possible alternatives that can
execute it, exploring different techniques. A cost model will be developed in the
second part of the project that allows for invalid – or non-optimal – alternatives
to be detected, informed decisions to be made and tradeoffs solved. The goal is
to end up with an optimal behavioural model described in the language developed
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Figure 3: Co-simulation scenario execution process.

in Task 7 with respect to the cost model. As a starting point for this task, I will
generalize the descriptions manually done in Task 7 to any co-simulation scenario
with the most commonly used simulators and languages. The validation of this
transformation will be done by comparing the generated behavioural descriptions
against the manually made ones in Task 7.

Task 9. Implement the automatic generation of code from the behavioural re-
finement described in the language developed in Task 7. The resulting code will
execute the co-simulation scenario. The validation of this task will be made by
generating the code, executing the scenarios described previously in Task 5 and
comparing the execution results with the state of the art. Furthermore, the test
scenarios described in [20] provide a good evaluation of the fundamental techniques
used.

The result of Tasks 1 to 9 is a tool that allows co-simulation scenarios to be
described and executed, by the process illustrated in Figure 3. The second part of
this project is concerned with the evaluation of multiple alternative behavioural
descriptions and optimizations of its execution.
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3.3 Analysis Tasks

This section details the second part of the project: the extension of state of the
art analyses and optimization techniques to be applicable to – and take advantage
of – any co-simulation scenario. This part is important as it will provide a means
of comparing different behavioural descriptions that can be derived from the same
co-simulation scenario, as illustrated in Figure 3.

Task 10. Extend the formal verification techniques described in [37] and in [19]
to be applicable to any co-simulation behavioural description. This will allow
for detecting problems such as deadlocks, non-determinism, causality and other –
scenario specific – properties, which I plan to get from industrial use cases. I plan
to use tool UPPAAL [8] – based on the timed-automata formalism – to check for
time related properties and tool StrataGEM [50] – based on rewriting systems –
for other properties. Most of the difficulties in implementing these analyses are
either already well known in distributed [31] and/or hybrid simulation [16], or
they arise due to the lack of information about the coupled models and simulators.
Hence, I will first start by assuming that I have a fixed set of formalisms (State
charts [43] and Causal Block Diagrams [57]) and that I have full access to the
models. This will enable me to explore the essential information that needs to
be exposed in order to check certain properties. Then, I will tackle the general
scenario, assuming the essential information is provided. Obfuscation techniques
can be used to expose the essential information while protecting the Intellectual
Property (IP).

Task 11. Develop new analyses to allow for more efficient execution of the co-
simulation scenario. Similarly to the previous task, I will first assume full infor-
mation exposure and then I will tackle the general case. The purpose of these
analyses is to not only give a more realistic cost evaluation of each behavioural
description, but also allow for more efficient code generation, making the most
of the simulators’ capabilities and information available. An example of a good
optimization technique is what is done with hierarchical DEVS simulation by es-
tablishing point-to-point communication schemes among components that com-
municate directly [24, 52]. The same can be explored for co-simulation, especially
since scenarios of complex hierarchical systems can be described, i.e., the language
created in Task 7 is closed under composition. This approach is motivated by
noting that information exposure in Table 1 is a key contributor to more efficient
coupling mechanisms.

Tasks 10 and 11 complete the process illustrated in Figure 3 by providing means
automatically to evaluate and compare different behavioural descriptions for the
same co-simulation scenario according to non-functional requirements identified in
Task 2.
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4 Planning

I am driven by two goals: to define and reuse the existing techniques to execute
co-simulation scenarios, and to develop new optimizations and analyses to check
for properties in complex co-simulation scenarios. The tasks to achieve these goals
will not be executed sequentially, but instead concurrently and iteratively, allowing
for maximum flexibility. The scientific contributions are underlined.

Goal Task Duration

Define and
reuse the
fundamental
techniques
(see Goal 1)

Missing features (Task 1) 3 months

Non-functional requirements (Task 2) 2 months

Interactions between features (Task 3) 1 month

State of the art classification (Task 4) 3 month

Conference (SpringSim) paper 1 month

DSL for co-simulation scenarios (Task 5) 3 month

Runtime architecture (Task 6) 5 months

Language for behaviour (Task 7) 3 months

Transformation to behaviour (Task 8) 4 months

Conference (Modelica) paper 1 month

Code generation (Task 9) 4 month

Journal (Simulation) paper 2 months

Extend and
develop new
analyses (see
Goal 2)

Extend analyses (Task 10) 6 months

Conference (SpringSim or Modelica) paper 1 month

Optimizations (Task 11) 6 months

Journal (SoSyM) paper 1 month

PhD Thesis Write Thesis 2 months

Total 48 months

Risks Critical tasks include a validation phase with provided industrial cases
(Tasks 5, 7, 8 and Task 9). Formal analyses might not scale for complex scenarios.
If that is the case, I intend to explore how optimizations from the distributed
simulation domain [32] can be applied to co-simulation, as well as develop new
ones (Task 11). One of the goals is to contribute to newer versions of the FMI
standard. However I am not part of the FMI committee but I will collaborate with
Siemens PLM Software to make these contributions part of the standard.
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5 Applications

Virtual test environments have impacted every industrial sector. For instance, they
have been proven successful for recent highly complex cyber-physical systems like
self-driving cars [9, 10]. This project represents an improvement in the ability to
create and configure such test environments by allowing multiple independent and
readily available simulators to be coupled by non-technical experts. I accomplish
this by providing an instrument to describe co-simulation scenarios. The main
contributions are:

1. By identifying the essential information required to perform certain safety
analyses and allowing suppliers to disclose that information without exposing
their Intellectual Property, system integrators will be able to detect problems
in their design much earlier in the development process.

2. The analyses developed will not only give insight about the overall system
being co-simulated but also help avoid incorrect execution of the simulation.

3. Easy execution of co-simulation scenarios enables the application of agile
methods for the development of more sophisticated software in complex sys-
tems [30].

4. By explicitly representing the fundamental techniques, this project maxi-
mizes knowledge reuse and allows for easy extension as new challenges are
overcome. A good example of this fundamental knowledge is the semantic
adaptation techniques between simulators of different formalisms (e.g., the
communication between a state chart simulator and a Causal Block Diagram
simulator) [14, 16, 28].

I justify the application of Model Driven Development (MDD) techniques for
the implementation of the co-simulation scenarios by arguing, both from my expe-
rience in MDD and model transformations, the extensive experience of the Mod-
elling, Simulation and Design Lab (MSDL), and from the reports of the state of the
art [6], that modelling every aspect of the system at an appropriate level of abstrac-
tion, using the right formalism, allows for easier understanding of co-simulation
in general. This project reinforces the expertise of the MSDL group in modelling
and simulation and in promoting Model-based systems engineering (MBSE) as an
engineering discipline.

Among the companies which will benefit from the results of this project, I
highlight the following: 1. MathWorks already provides support for co-simulation
between MATLAB R©, Simulink R© and HDL models. 2. Siemens PLM Software can
make use of this project to support co-simulation of not only white-box models,
but also black-box models. 3. Companies such as Punch Powertrain, Luperco,
Bombardier, Dana and VERHAERT, that traditionally make use of modelling
and simulation tools gain easy access to more modelling languages.
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Functional Mockup Units for HLA-compliant Distributed Simulation. In 10th
International Modelica Conference, 2014.

22



[71] Bernard P Zeigler, Herbert Praehofer, and Tag Gon Kim. Theory of modeling
and simulation: integrating discrete event and continuous complex dynamic
systems. Academic press, 2 edition, 2000.

23


	Problem Definition
	Strategic Objective
	Project Description
	Background
	Domain Engineering Tasks
	Domain Analysis
	Domain Design
	Domain Implementation

	Analysis Tasks

	Planning
	Applications

