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Abstract

Hybrid (discrete/continuous) systems are systems that ex-
hibit both discrete state and continuous state dynamics. In
addition, these two aspects of system behavior interact to
such a significant extent that they cannot be decoupled and
must be analyzed simultaneously. We consider the model-
ing, simulation and sensitivity analysis of hybrid systems,
with particular emphasis on the interactions between dis-
crete and continuous subsystems. The discussion focuses on
thehybrid automatonrepresentation of continuous time hy-
brid systems. Topics discussed include state event location,
transfer functions for the continuous state at discontinuities,
and parametric sensitivity analysis of hybrid systems.

1 Introduction

Hybrid (discrete/continuous) systems are systems that ex-
hibit both discrete state and continuous state dynamics. In
addition, these two aspects of system behavior interact to
such a significant extent that they cannot be decoupled and
must be analyzed simultaneously. The partitioning into dis-
crete and continuous states is most often a modeling con-
venience to avoid, for example, modeling phenomena on
wildly differing time scales (it is also worth recalling that
the continuum hypothesis itself is only an approximation
for the behavior of large collections of discrete particles).
Such abstractions are useful in many applications, includ-
ing the analysis of digital circuits, signaling mechanisms
in (biological) cells, robotic systems, air and ground traf-
fic management systems, sequential operations and safety
interlock systems in chemical processes, etc.

Beyond this rather general definition extends an extensive
taxonomy of models that have been proposed in recent years
for the description of hybrid systems (e.g., see [7]). Indeed,
it is difficult to make progress without appealing to some
form of model formulation. Somewhat confusingly, a hy-
brid system may also be either continuous time or discrete
time. For example, discrete time formulations have recently
been employed in the design of model predictive controllers
for systems embedding interlock logic, qualitative descrip-
tions, etc. [6]. A continuous time formulation assumes that

at least part of the state is defined as differentiable functions
on open subsets of the time interval of interest. In this paper
we will restrict our attention to continuous time formula-
tions, while noting that most of the observations made have
their analogy in the (simpler to analyze) discrete time case,
and that continuous time systems are most often approxi-
mated by discrete time systems for numerical solution.

A hybrid system is described by a (collection of) discrete
state subsystem(s), a (collection of) continuous state sub-
system(s), and the possible interactions between these sub-
systems. The continuous time formulation admits a (poten-
tially heterogeneous) variety of embedded differential sub-
systems including ordinary differential equations (ODEs),
differential-algebraic equations (DAEs), partial differen-
tial equations (PDEs), or even multi-domain integro par-
tial differential-algebraic equations. Again, we limit our-
selves to ODES and DAEs, while noting that hybrid systems
embedded with PDEs represent an unexplored and poten-
tially rich field of study. Similarly, the discrete state subsys-
tems may be heterogeneous and conform to a variety of for-
malisms, such as finite state machines, Petri nets, sequential
logic systems, etc.

2 The Hybrid Automaton

The purpose of this paper is to focus on the interactions be-
tween discrete and continuous subsystems, so it is necessary
to somewhat abstract the details of the discrete subsystems.
From the point of view of mathematical and numerical anal-
ysis, we have found the so-calledhybrid automatonrepre-
sentation most useful [3, 14]. The discrete and continuous
subsystems only interact at distinct points in time known as
events. The state of the discrete subsystems obviously only
changes at events. In addition, at events the discrete sub-
systems may alter the continuous subsystems in one of two
ways: an alteration to the functional form of the embedded
differential equations describing the continuous state evolu-
tion (switching), and/or an impulsive forcing that causes the
continuous state to be discontinuous orjump. Switching can
be as simple as the deletion of one equation and its replace-
ment with a new equation, or as complex as the deletion
and/or insertion of a number activeagentseach described by



their own individual systems of differential equations (e.g.,
vehicles in a traffic management system). Nevertheless, it is
possible to abstract all possible switches into a collection of
modesfor the hybrid systemS=

⋃nm
k=1Sk, where each mode

Sk is characterized by:

1. a set of variables{ẋ(k),x(k),u(k),p, t}, wherex(k)(p, t)
are the state variables,u(k)(t) the inputs,p ∈ Rnp are
time invariant parameters, andt is time, the indepen-
dent variable.

2. a set of DAEs:

f(k)(ẋ(k),x(k),u(k),p, t) = 0 (1)

wheref(k) : Rn
(k)
x ×Rn

(k)
x ×Rn

(k)
u ×Rnp×R→ Rn

(k)
x .

It is assumed that for those time intervals during which the
system is in modeSk, specification of the parametersp and
the controlsu(k)(t) coupled with a consistent initial condi-
tion determines a unique solution. In the multiple agents ex-
ample, deletion and/or insertion of agents implies thatx(k)

andn(k)
x are different in each mode.

The time evolution of a hybrid system may then be viewed
in the following manner. Starting from consistent initial
conditions in some specified initial mode, the continuous
state evolves according to the relevant differential equations
until an event occurs at which the discrete subsystem influ-
ences the continuous subsystem (in the meantime a number
of events may occur that alter the discrete state only). If this
is a switching event, the system switches to a new mode and
the continuous state evolves in the new mode until another
such event, etc. Thus, from the perspective of the overall
continuous subsystem, the overall state of the discrete sub-
system can be abstracted as a single integer (or label) de-
noting the current mode (this mapping from discrete state to
mode should be viewed as surjective, so each value of this
mode label may correspond to many states of the discrete
subsystem). One important facet of hybrid system behavior
is the sequence of modes that it visits during one particular
simulation characterized by specific parameter values, ini-
tial mode and initial condition (an individual mode may be
visited many times along a solution trajectory).

3 Simulation

Although convenient for analysis, the hybrid automaton rep-
resentation immediately poses many practical problems for
the design of simulation software, because many applica-
tions require a combinatorial number of modes for their de-
scription. For example, consider a model of a valve that may
be in either laminar, turbulent or choked flow regimes (each
described by a different flow-pressure equation), depending

on the current value of the pressure drop. If we were to cre-
ate a plant model with 100 instances of this valve model,
and noting that at any point in time each valve could in-
dependently be in any flow regime, this would imply 3100

modes for the system model. Enumeration of these modes
by a software system or algorithm is clearly not practical.
Indeed, we note in passing that a lot of the ingenuity in
designing software and numerical algorithms for the anal-
ysis of hybrid systems goes into avoiding enumeration of
the modes while still retaining a flexible modeling frame-
work for the user. Our attempts at this are embodied in the
software systems ABACUSS II [22] (for chemical engineer-
ing applications) and the DAEPACK [20] (for general user
supplied FORTRAN code). Our solution is to have each in-
stance of the flow-pressure equation, or each IF statement
in a FORTRAN code, record its own mode (e.g., laminar,
turbulent or choked). Then when, for example, a function
evaluation is required, the simulation executive can query
the set of equations currently active without having to know
all possible modes; only those modes visited during a par-
ticular simulation are enumerated. However, it should be
noted that the most convenient representation is usually dic-
tated by the class of application, and thus many different
modeling languages have been proposed over the years (see
[18, 11] for early reviews and [15, 2, 1]).

Events can be eithertime eventsor state events. Time events
occur at a specified future time that is known when the event
is scheduled, and present few problems for simulation. The
numerical integration procedure is simply asked to step ex-
actly to the time event. On the other hand, state events are
the mechanism whereby the state of the continuous subsys-
tem influences the discrete subsystem. A state event oc-
curs (and the discrete state potentially changes) when some
condition on the continuous state is satisfied (e.g., a rocket
reaches a certain altitude and implements the discrete state
change of jettisoning a fuel stage). Thus the timing of state
events is a function of the solution of the differential equa-
tions governing the current and previous modes. Indeed,
in a particular mode a number of different events may be
pending, each implying a switch to a different mode (e.g.,
high and low level interlocks on a buffer tank). In order to
accommodate these possibilities each mode of the hybrid
automatonSk has associated with it a set of pendingtransi-
tions Jk, wherej ∈ Jk is the index of the new mode following
the event (note that there may be several pending transitions
in Jk to the same mode, and, for example, impulsive forcing
is implemented by a transition to the currently active mode
k). The timing of the event associated with an individual
transition is given by atransition condition:

L(k)
j (ẋ(k),x(k),u(k),p, t), j ∈ J(k). (2)

These are logical propositions composed of one or more re-

lational atoms connected by logical operators (e.g.,(x(k)
1 ≥

1)∨ (x(k)
1 ≤ −1); see [19] for a discussion motivating the



use of logical expressions). The relational atoms that make
up a currently pending transition condition are rearranged
to:

g(k)
ji (ẋ(k),x(k),u(k),p, t)≥ (>) 0 i = 1. . .n(k)

j , j ∈ J(k) (3)

in order to definediscontinuity functions. Each time a dis-
continuity function crosses zero, the associated transition
condition may switch its logical value. An event is de-
fined as the earliest time at which one of the currently pend-
ing transition conditions becomes true. During the course
of a simulation, the actual mode switching (discrete state
change) that occurs depends on which transition condition
is satisfied first, which in turn depends on parameters and/or
initial conditions. Once the system is in one of these new
modes, it may evolve in a radically different way from that
if it had switched to another of the pending modes. Thus,
the sequence of state events and hence modes visited by a
hybrid system can be extremely sensitive to parameters and
initial conditions.

State events pose particular problems for simulation. Con-
tinuous evolution in a mode is approximated by numerical
solution of an initial value problem (IVP) in the relevant
differential equations. This numerical procedure in turn im-
plies some form of time stepping, and there is no reason that
the time steps chosen by (for example) a variable step size
variable order method will coincide with the points in time
at which state conditions are satisfied. On the other hand,
due to the sensitivity mentioned above, it is extremely im-
portant to locate the state events in strict time order and im-
plement the correct mode changes (i.e., events must not be
missed by stepping over them completely). Similarly, just
flipping the equations when a state event is satisfied, and
thus presenting the IVP solver with a discontinuous vec-
tor field, can cause severe inefficiency, and even simulation
failures or incorrect sequences to be generated [16, 10], be-
cause this nonsmoothness violates the theoretical assump-
tions on which IVP solvers are founded.

These difficulties can be overcome via the notion ofdis-
continuity locking[16]. The idea is to ‘lock’ the function
evaluator for the IVP solver so that the equations evaluated
cannot change while a time step is being taken, thus pre-
senting a smooth vector field. Once a successful time step
has been taken, it is then necessary to determine if event(s)
have occurred during the time step just taken, and if so back-
track to the earliest event in order to implement the requisite
transition. Most modern algorithms do this by searching for
zero crossings in the discontinuity functions (see [19] for a
review). Thus, it is extremely important that the discontinu-
ity functions be known with high accuracy over the entire
step. One way to guarantee this is to introduce adiscontinu-

ity variable z(k)
ji for each discontinuity function, and append

the algebraic equations:

z(k)
ji = g(k)

ji (ẋ(k),x(k),u(k),p, t) i = 1. . .n(k)
j , j ∈ J(k) (4)

to the differential equations describing the current mode.

The fact that these equations are explicit inz(k)
ji can be ex-

ploited by a modern DAE code, so that, although there may

be many discontinuity functions (indeed> n(k)
x ), the com-

putational cost per step hardly increases [19]. On the other
hand, the need to control the integration error in the dis-
continuity functions in addition to the states may increase
the number of steps taken. However, this is the unavoidable
price of locating the zero crossings accurately [19] and thus
getting the correct sequence of events.

The more reliable algorithms for locating zero crossings in
the discontinuity functions search for roots of the interpo-
lation polynomials for the discontinuity variables extracted
from the IVP solver. Again, there are a number of ways
this search can be performed, with different degrees of re-
liability. In [19] we apply an interval-Newton method to
the interpolating polynomials that guarantees all zero cross-
ings will be found in strict time order. However, if applied
näıvely this approach can be extremely expensive because
an interval-Newton search has to be applied for each discon-
tinuity function at each step. To mitigate this cost, before
applying the interval-Newton method we employ a root ex-
clusion test, also based on interval arithmetic, that provides
an extremely cheap test of nonexistence of a root in the cur-
rent step. Since most discontinuity functions in most steps
do not experience zero crossing, this is an effective way of
avoiding the expensive interval-Newton search unless it is
really needed.

Another, still somewhat controversial issue, is how the con-
tinuous state istransferredat mode switching events (i.e.,
how is an initial condition for the new mode determined in
terms of the final state of the predecessor mode). The sim-
plest case is that of an ODE embedded hybrid system de-
scribed by the same variables (but different vector fields)
in each mode. In this situation, a jump in the continu-
ous state has an unambiguous interpretation as an impul-
sive forcing of one or more of the states. Jumps can there-
fore be considered as a separate and distinct hybrid phe-
nomenon to switching, caused by impulsive forcing. Thus,
in the absence of impulsive forcing, it is natural to assume
that the continuous state variables remain unchanged at a
mode switching (state continuity). However, now consider
a hybrid system described by a collection of agents, each de-
scribed by the same ODE. Deletion of an agent presents no
problems, but insertion of a new agent implies the need to
specify explicitly initial conditions for the new agent (possi-
bly in terms of the current state of the other currently active
agents).

For this purpose, each transition has associated with it a
transition function:

T(k)
j (ẋ(k),x(k),u(k), ẋ( j),x( j),u( j),p, t) = 0 j ∈ J(k) (5)

which is a system of equations that maps the final values



of the variables in the current mode to the initial values in
the next mode. (The initial condition for the entire simula-
tion is specified as a special transition function for the initial
mode). The number of transition functions needed is dic-
tated by the dynamic degrees of freedomr( j) of the DAE in

the new mode (= n( j)
x for an ODE). For example, impulsive

forcing of an ODE is modeled with the transition function:

x( j) = x(k) +∆x (6)

where∆x is the desired increment of the state variables and
j = k because the mode remains unchanged.

This situation is considerably complicated when DAEs are
embedded in the hybrid system. Even a differential index
one DAE1 subject to step changes in the forcing functions
(which can be interpreted as the simplest form of mode
switch) may exhibit jumps in one or more state variables.
Consider for example:[

1 2
0 0

]
ẋ+
[

0 0
1 1

]
x =

[
0

f (t)

]
(7)

which is index one and hasr(k) = 1. How should the state
be transferred if a step change inf (t) is implemented at
an event? Assuming state continuity forx1 implies a jump
in x2, and vice versa. Which continuity assumption is cor-
rect? In fact, neither. An analysis of the canonical form of
this DAE [5] shows that the linear combination of the state
variablesx1 +2x2 should be treated as continuous, so that a
step change inf (t) will cause both states to jump. Thus it
is incorrect to associate jumps in the state exclusively with
impulsive forcing if the index is one or greater.

In general, the canonical form of a linear time invariant
(LTI) DAE of arbitrary index may be used to identifyr(k)

linear combinations of the state variables that remain con-
tinuous at a step change in the forcing functions, or their
higher order derivatives [5]. These may be considered the
‘natural’ transition functions for a LTI DAE in the absence
of impulsive forcing at a mode switching event. Hence for
the example (7) the natural transition function is:

x( j)
1 +2x( j)

2 = x(k)
1 +2x(k)

2 (8)

in response to a step change in the forcing function. In the
index 2+ case it is possible for both jumps and impulses
to appear in the solution in response to step changes in the
forcing functions or their higher order derivatives. In addi-
tion, it can be shown that state space is spanned by ar(k)

dimensional impulsive subspace and a(n(k)
x − r(k)) dimen-

sional nonimpulsive subspace [5]. A jump in the impul-
sive subspace may only be implemented via impulsive forc-
ing, whereas a jump in the nonimpulsive subspace may only

1DAEs are characterized by various indices. See [8] for details. An
ODE is an index zero DAE.

be implemented via a step change in the forcing functions
and/or their derivatives. It appears that such natural tran-
sition functions also exist for many nonlinear DAEs, but
derivation of the relevant continuity conditions appears very
difficult except in very simple cases [9, 5].

Suppose now that a mode switch occurs in which the func-
tional form of the DAE changes in a more general man-
ner than a step change in separable forcing functions, and
that both the predecessor and successor DAEs involve ex-
actly the same variablesand both systems have the same
natural transition functions. Then it is clear that these nat-
ural transition functions should be employed in the absence
of impulsive forcing. However, these cases where natural
transition functions are currently known only cover a small
number of possibilities within the hybrid automaton frame-
work. For example, if the set of variables describing the
continuous state changes from one mode to next (for exam-
ple, the insertion of a new agent), it appears impossible to
use a mathematical analysis to reveal natural transition func-
tions. Instead, the transition functions must be explicitly
stated as part of the model formulation. Even when the set
of variables is the same from one mode to the next, the index
and/or the dynamic degrees of freedom can change and it is
not clear what natural transition functions should be used.
A nice example of this is a simple model of two rotating
masses that may be switched between a slip coupling (mode
1) and a rigid coupling (mode 2) [17]. When connected by
a slip coupling the model is index one withr(1) = 2, and
when connected with a rigid coupling the model is index
two with r(2) = 1. From physical considerations, one can
argue that the transition function for the switch rigid to slip
should be continuity of the two angular velocities, whereas
for the switch slip to rigid the single transition condition
should be conservation of angular momentum. These tran-
sition functions may be explicitly stated during formulation
of the hybrid automaton model. On the other, it would be
elegant if some mathematical analysis could be developed
that supports these as the natural transition functions. In
general, it appears that current software for modeling hy-
brid systems provides weak support for the specification of
transition functions, with most software implicitly assum-
ing some natural transition functions. An interesting area
for further research is the development of more elegant lan-
guage structures for the specification of transition functions
whilst avoiding the explicit enumeration of all the modes.

4 Sensitivity Analysis

Sensitivity analysis of ODE and DAE systems is concerned
with the sensitivity of the model prediction to infinitesimal
perturbations in parameters appearing in the model or ini-
tial conditions, and has many applications in control sys-
tem design, parameter estimation, experimental design and



numerical optimal control. In this section we consider an
extension to this classical sensitivity theory that defines the
parametric sensitivity trajectories of discontinuous systems
represented by the hybrid automaton [14]. Due to limited
space, we restrict ourselves to an ODE embedded hybrid
system described by the same continuous state variables in
each mode (̇x = f(k)(x,u, p, t),k = 1. . .nm). Full details of
the general hybrid automaton case can be found in [14].

If we consider a single parameterp, between mode switch-
ing events the sensitivity trajectories∂x

∂p(p, t) are given by
the following differential equations, which are derived via
differentiation of the ODEs with respect to the parameter:

∂
∂t

(
∂x
∂p

)
=

∂f(k)

∂x
∂x
∂p

+
∂f(k)

∂p
(9)

Initial conditions for the sensitivities in the initial mode are
determined via differentiation of the initial conditions with
respect to the parameter. The sensitivities will then evolve
according to (9) until the first mode switching event. Sup-
pose that at this event, state continuity is employed as the
transition function:

x( j) = x(k) (10)

then differentiation of this transition function with respect
to the parameter and some rearrangement yields:

∂x( j)

∂p
=

∂x(k)

∂p
+
(

ẋ(k)− ẋ( j)
) dt

dp
(11)

wheredt/dprepresents the sensitivity of the event time with
respect to the parameter. This equation provides a transition
function for the sensitivities that is implied by the transition
function for the states. However, in order to compute the
initial conditions for the sensitivities in the new mode it is
necessary to knowdt/dp. The event that caused the mode
switch was triggered by some discontinuity functiong(p, t)
(3) crossing zero. Settingg(p, t) to zero defines the event
time t and differentiating it with respect to the parameter
yields:

∂g
∂ẋ

(
∂
∂t

(
∂x
∂p

)
+ ẍ

dt
dp

)
+

∂g
∂x

(
∂x
∂p

+ ẋ
dt
dp

)
+ (12)

∂g
∂u

(
∂u
∂p

+ u̇
dt
dp

)
+

∂g
∂p

+
∂g
∂t

dt
dp

= 0

This is a linear equation indt/dp (all variables and sensitiv-
ities are evaluated at the final time in the predecessor mode).
Provided it can be solved for a uniquedt/dp, initial condi-
tions for the sensitivities in the new mode can be determined
via (11). The sensitivities will then evolve according to the
(9) for the new mode until the next mode switching event.
This process repeats until the end of the simulation, defining
a unique sensitivity trajectory.

Equation (11) is instructive because it reveals the qualita-
tive behavior of the sensitivities at an event. This equation

indicates that the sensitivities will jump at an event provided
two conditions arebothsatisfied: a) the vector field is dis-
continuous (which is often the case with a switch) and b)
the event time is sensitive to the parameter. Otherwise, the
sensitivities will be continuous at the event. Condition b)
will be satisfied when there is a state event that is sensitive
to the parameter value, or there is a time event and the pa-
rameter is the time of the event itself (dt/dp = 1). Thus,
for simulations during which sequences of state events oc-
cur, qualitatively one can expect piecewise continuous sen-
sitivity trajectories containing jumps coinciding with state
events,even ifit is an ODE embedded hybrid system with
state continuity employed as the transition function(s).

In [14] a detailed theory is developed governing sufficient
conditions for the existence and uniqueness of these (dis-
continuous) sensitivity trajectories of the hybrid automaton.
From these results, it appears that the set of parameter val-
ues for which sensitivity trajectories exist and are unique
will usually be dense in the parameter space. In particular,
the sensitivities cease to exist or be unique for the critical
parameter values at which the sequence of events along the
solution trajectory changes qualitatively. Consider the fol-
lowing example with two modes [14]:

S1 :


dx(1)

dt = 4−x(1)

L(1)
2 :−(x(1))3 +5(x(1))2−7x(1) + p≤ 0

T(1)
2 = x(2)−x(1) = 0

(13)

S2 :


dx(2)

dt = 10−2x(2)

L(2)
1 :−(x(2))3 +5(x(2))2−7x(2) + p> 0

T(2)
1 = x(1)−x(2) = 0

(14)

The initial mode isS1 with initial conditionx(1)(0) = 0. The
(discontinuous) sensitivity trajectories exist for allp∈ [2,4],
except forp = 3. Given a sufficiently long simulation time,
for 2≤ p< 3 there is a sequence of three state events, and
for 3 < p ≤ 4 there is just one state event. Atp = 3 is
the critical value at which a qualitative change from three
events to one event occurs. For this parameter value, at the
first event it is not possible to determinedt/dpusing (12).

Based on this theory it is possible to develop efficient nu-
merical algorithms for the simultaneous computation of
the state and sensitivity trajectories of a hybrid automaton.
These algorithms are able to exploit the inherent similarities
between the state and sensitivity equations in an extremely
efficient fashion [12, 14, 21]. An interesting point here is
that state event locationmustbe performed along the lines
described above [21]. With many legacy model codes con-
taining IF statements, MIN/MAX functions, look-up tables,
etc., it is common practice to rely on the error control mech-
anism of the numerical integrator to deal with thesehidden
discontinuities. This often works for simulation, even if it
is somewhat inefficient. On the other hand, for sensitivity
analysis, if the event is not located explicitly and the jump



(11) not computed, the resulting sensitivity trajectories will
be qualitatively correct. An automated code analysis tech-
nique that identifies hidden discontinuities for correct sen-
sitivity analysis is described in [21].

The theory also has profound implications for the parame-
ter optimization of hybrid systems, and the numerical ap-
proximation of hybrid optimal control problems as param-
eter optimization problems. We have found that the critical
parameter values at which the sequence of events changes
typically correspond to points of discontinuity or nondiffer-
entiability in the objective function. Briefly, this implies that
an optimization problem will be smooth while the qualita-
tive sequence of mode switching events remains unchanged,
but can (and typically does) become nonsmooth if this se-
quence changes from region to region of parameter space
[13, 4].
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